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Abstract. In this paper, we propose an efficient method for replicating large data volumes
across servers and clusters (endpoints) having geographically heterogeneous locations. The
endpoints may be placed in countries with different connectivity environments while the data
is as large as 5 to 10 Terabytes. Our solution relies upon a dynamic algorithm which finds the
optimal paths for the data replication process from the initial node to the rest of the endpoints.
In the diffusion network the edges are valued so as to maximize the utility of stable connections
possessing low latency and high speed. The dynamic assessment of utilities asserts our
solutions’ effectiveness in topologies undergoing frequently changing connectivity conditions.
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1. Introduction

Nowadays, enormous volumes of data are produced in all activity fields and distributed storage
strategies allow organizations to share it around the world [1-5]. The access to large data
volumes generally becomes slower and more difficult as the number of nodes in the topology
multiply.

In this context, large volume data replication emerge as a subject of paramount importance
when advancing data availability in long-distance network topologies. In such heterogeneous
environments, data replication is required for users and applications to retrieve and process the
requested data from storages residing in neighbouring nodes [6-8]. To this purpose, large scale
systems may generate large or even huge amount of replicas in geographically distributed
locations, so that users can access them.

In this paper, we approach large volume data replication as an optimization technique that tries
to increase the number of replica nodes and minimize the replication time. Our solution relies
upon a dynamic algorithm which finds the optimal paths for data replication process from the
initial source node to the rest of the endpoints.

This paper is organized as follows: section 2 is devoted to the empirical strategy chosen in this
research. The deployment environment, the data replication algorithm and the experimental
plan are also detailed. Results and conclusions are presented in section 3 and 4.
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2. Replication strategy

We propose an efficient practical method for replicating large data volumes across servers and
clusters having geographically heterogeneous locations. The endpoints (servers or clusters)
may be placed in countries with different connectivity environments such as Romania, US,
Island, Germany, China or South Korea, while the data can be as large as 5 to 10 Terabytes.
Each country generally has a few dozens of endpoints.

Our objective is to replicate the data in an optimal manner from a starting point, located in our
case in Romania, to the rest of the endpoints through a shortest paths algorithm. To optimize
the usage of network connections we associate them different utility functions. In the data
diffusion network the edges have utilities which are maximized by stable connections
possessing low the latency and high speed.

In essence, the transfer of data follows a high level country topology as in the picture below,
with a starting node appearing in Romania. Our dynamic routing protocol relies upon the
Dijkstra algorithm to find the shortest path between nodes and make the communication fast
and easy.

1.105 1.104 1.101 1.103
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Romania
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1.106 1.107

Fig. 1. A schematic country-level perspective of our data deployment context

2.1 A description of the deployment context

We tested our data replication algorithm in the following environment. The servers are
distributed across 6 countries: Island, Germany, Romania, Russia, United States and China.
Each country has different external connectivity conditions. For instance, the external upload
speed for China is about 20 Mbps. This means that a terabyte of data can be uploaded in just
above five days. Connection latencies between the endpoints in the network play an important
role too. For instance, current values for the connection latency between Romania and China
are between 250 and 300 milliseconds. As for the physical layer, the connections between the
sub topologies of each country were of the type uplink 10G base T.

The effective replication of the data was done using the rsync and the Isyncd commands as all
the servers were running Linux operating systems.

For instance, to copy a folder to a server in Germany we run the rsynch command with the
following parameters: rsync -avzu /data 192.168.1.104:/data. For better results we also used
rsynch, instead of Isyncd. The main difference between the commands is that the former has a
dedicated service monitoring in real-time the changes in the data content which readily pushes
the deltas towards the destination servers.
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Our solution had to cope with four types of connectivity problems:

= Connection latencies greater than 1000 ms, in which case the connections are soon be lost
and new alternative routes should be found;

= Connection Latencies greater than 700ms, often implying subsequent package delays and
network congestion if large amounts of packages are rerouted;

= Connectivity problems related to the administrative and legislative regulations of the host
country (package filtering in China which slows down cross-border internet traffic and
regulate the Internet domestically; Russia also plans to tightly regulate the external
connections)

= Very slow connections resulting from the poor infrastructure of a country/region.

The connections with the countries posing regulatory obstacles were done either through virtual
private networks (VPNs) or, in China’s case, by using a MPLS (Multiprotocol Label
Switching). MPLS is a routing network mechanism which directs data among different nodes
belonging potentially to the same company’s infrastructure. We used it because it enables very
stable and scalable connections, and facilitates the creation of virtual connections between
faraway nodes.

The nodes in the network had either master or slave roles. The nodes were slaves as soon as
they start getting the data but the replication process was not completed. Masters were nodes
having completed the data transfer. In the figure below, we see an example of master slave
topology using 10G Base T connections.

106 Base T
| Main Cluster l
@ 106 Base T switch

! Slave Cluster | [ Slave Cluster | l;slavz Cluster I Slave Cluster J Slave Cluster

Fig. 1. A master/slave data exchange topology over 10G Base T connections

2.2 Adapting the Dijkstra Algorithm

To implement the data replication algorithm we have to find the time costs needed to transfer
data from our initial node in Romania to the rest of the nodes in the graph. The main cost
parameters are obtained by:
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= Pinging the IP of each destination node;

= Sending out a set of small-sized files and using the empirical average of the observed
latencies and upload speeds.
After getting the main cost parameters we compute the adjacency matrix using different utility

functions.
Table 1. The adjacency matrix for the replication algorithm

Countries(hosts) Island Germany Romania Russia u.S. China
Island 0 U(45,st) 0 0 0 U(320,st)
Germany U(45,st) 0 U(30,st) 0 0 U(210,st)
Romania 0 U(30,st) 0 U(190,st) | U(330,st) 0
Russia 0 0 U(190,st) 0 U(10,st) 0
U.s. 0 0 U(330,st) | U(10,st) 0 U(280,st)
China U(320,st) | U(210,st) 0 0 U(280,st) 0

The network contains specific sub-graphs for each country. Each country sub-graph has a
predefined starting point which can be back-upped when it becomes unavailable. We apply
the algorithm on each sub-graph at regular time intervals. When the file transfer starts off onto
a destination server, that node is temporarily excluded from the graph.

3. Results

The volume of data we used in our tests were ranging between 1 and 20 Terabytes. We repeated
the deployment process for a few dozens of times for most of the data volumes. We only took
in consideration the deployments completed successfully as we encountered moderate failure
rates. We chose to send large volumes of small-granularity data files (mainly large sets of rather
small-sized pictures).

Table 2. The mean replication times and their standard deviations (SDs) for the two benchmarks as compared to
those induced by our strategy (100%)

Data volume 1TB | 5TB | 77TB | 10TB | 15TB | 20 7B
Erdds-Rényl mean 223% | 226% | 232% | 237% | 538% | 764%
replication time

Barabasi-Albert mean 112% | 112% | 112% | 119% | 187% | 280%
replication time

Errsgss'ge”y' replication | -1 400 | 04439 | 2697% | 2788% | 3131% | 5538%
Barabasi-Albert 354% | 357% | 421% | 698% | 1103% | 1672%
replication time SD

We tested the effectiveness of our deployment strategy by comparing it with two replication
benchmarks. A first benchmark was a diffusion process in an Erdés-Rényi[9] random
replication network generated over our topology. A second benchmark was a Barabasi—Albert
[10] preferential attachment model in which the more connected nodes are more likely to be
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used as data dispatchers. To assess the speed and the completeness of the deployment process
all the endpoints sent back deployment reports to a collecting server.

We obtained deployment times two to three times better by using our algorithm as compared
to the mean time in the case of typical Erd6s-Rényi random replication network. Also, the
stability of our solution was higher with smaller standard deviations in overall replication
timespans. When compared to the average replication time using the Barabasi—Albert topology
our solution worked slightly better, perhaps 15 to 20 percent faster.

Table 3. The mean replication times induced by our strategy for different data volumes and the percentages of
critical nodes having large transmission loads

Data volume 1TB 5TB 7TB 10TB | 15TB | 20TB
Mean replication time 100% 471% 694% | 1080% | 2316% | 572%
(our strategy)
Critical nodes usage 93.94% | 95.52% | 95.53% | 89.18% | 81.29% | 73.90%
(our strategy)
critical nodes usage
(Erd6s-Rényi)
critical nodes usage
(Barabéasi—Albert)

28.3% 36.41% | 30.86% | 24.5% | 27.88% | 29.41%

90.71% | 90.34% | 92.71% | 91.12% | 87.22% | 88.3%

The solution also offers good scalability with replication times linear in data volumes up to 10
terabytes: the replication of a terabyte of data is about 10 times shorter than the replication of
10 terabytes of data. Beyond 10 TB of data the performances decrease moderately but the
failure rates are significantly higher. The dynamic nature of our strategy made it very resilient
in the case of fast changing connectivity conditions. Our replication strategy also makes better
use of the network links having a more critical role in propagating information by putting
higher transmission loads on them. Generally, these links had higher probability in partaking
in the replication process when compared to the benchmarks.

4. Conclusions

In this article we gauge the effectiveness of a data replication strategy over large volumes of
data in a geographically heterogeneous network topology. The nodes in the network are placed
in countries with different connectivity environments while the data can be as large as 5 to 10
Terabytes. Our algorithm dynamically finds the optimal paths for the replication process from
the initial node to the rest of the endpoints. In the data diffusion network the edges are valued
S0 as to maximize the utility of stable connections possessing low latency and high transfer
speed. Our strategy is faster and more stable than random diffusion benchmark processes over
Erd6s-Rényi and Barabasi—Albert topologies with smaller standard deviations in replication
timespans. The dynamic assessment of utilities asserts our solution’ effectiveness in topologies
undergoing fast changing connectivity conditions. The solution also offers good scalability
with replication times linear in data volumes.
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